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ABSTRACT

Machine learning models applied to heart disease prediction commonly report accuracies greater than 90%
when applied to public benchmarks. The majority of these results, however, are obtained by training and testing
on the same data. This paper addresses a more fundamental question: will these models still perform well when
presented with patient records from an external source? We train five popular classifiers — logistic regression,
k-nearest neighbors, a support vector machine, random forest, and XGBoost — on two separate sets of heart
disease patient data, one consisting of 303 records from the UCI Cleveland set and the second composed of an
amalgamation of the Cleveland, Hungarian, and Statlog cohorts amounting to 1190 records. On a single set,
random forest is 92.9% accurate, with an AUC of 0.97 reflecting the same superior performance; however, when
the same model is evaluated against the other data set, its accuracy drops to approximately 45% and the AUC to
less than 0.55, that is, not significantly better than a random guess. The decline in performance is consistent
across both classifier type and direction. Our finding suggests that high single-set accuracy has little bearing on
a model's true clinical applicability and strongly advocates for the use of external validation and common data
standards as an intrinsic part of any disease prediction study.

Keywords: Heart Disease Prediction, Machine Learning, External Validation, Generalization, Random Forest,
Electronic Health Records, Model Interpretability.

I. INTRODUCTION

Cardiovascular disease is the leading cause of death globally, and a large proportion of these deaths are
preventable through timely identification of at-risk patients and effective management. This possibility has
motivated hundreds of papers that apply machine learning to heart disease prediction. A typical study uses a
public dataset of patient characteristics, trains several classifiers, and reports the best-performing model.
Values in the high 80s and 90s are common, implying that the problem has largely been solved.

One assumption is almost never explicitly stated. Virtually all reported accuracies come from a dataset
partitioned into a train set and a test set, where all points come from a single hospital, the same measurement
protocol, and the same population. A model with high accuracy under these conditions has only shown that it
can fit patients resembling those it was trained on. It has not been asked the more clinically important question:
will this work on patients recorded elsewhere, by someone else, possibly on different instruments and with
different data formats?

In this paper we address this question directly. We select two independently collected and curated datasets,
train the same five classifiers on each, and then test the trained models on the dataset each model never saw.

The within-dataset numbers match what the literature predicts; the cross-dataset numbers, however, drop to
levels consistent with random guessing. We describe this gap, examine its causes, and demonstrate that external
validation cannot remain an optional add-on to research in this field.

The contributions of this work are threefold. First, we demonstrate the extent of the generalization gap across
five standard classifiers on one task using two real-world datasets. Second, we confirm that this gap is
symmetrical and is not the result of a directional bias between the trained model and an unseen dataset. Third,
we relate the gap to several possible causes — differing feature encodings, differing populations between
datasets, and so on — motivating both standardized data sources and routine external validation.
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II. RELATED WORK

Heart disease prediction is one of the most investigated machine learning applications in medicine. Since the
release of the UCI Cleveland dataset in the late 1980s, it has become the default benchmark, and a stream of
articles has continuously reported increasing accuracy on it. Decision trees, support vector machines, neural
networks, and later boosting methods (e.g., gradient boosting) and stacked ensemble methods have all shown
improving performance. Surveys often conclude that ensemble methods outperform models such as neural
networks on structured clinical data, while deep learning methods are mostly applied to raw signals such as the
ECG.

However, recent surveys have begun to question aspects of the interpretation of these results. Some authors
note that many works reuse the same old datasets, perform no external validation, and that the black-box
nature of high-performing models affects clinician trust. The core argument is that models performing well on
data they were tuned on do not perform well on unseen data, indicating a translational gap. Other authors argue
that the bottleneck lies in the datasets themselves, since data collected under different clinical protocols are
subject to noise and inconsistency that ultimately limit generalization.

Our work aligns with this critique and adopts an empirical rather than a survey-based approach. By
reproducing the usual pipeline, we aim to quantify the real degradation in performance when the common
assumption of a shared training and testing distribution is violated.

II1. MATERIALS AND METHODS
A. Datasets

We used two public datasets. The first, the UCI Cleveland heart disease dataset, is composed of 303 patient
records with 13 clinical features plus a binary variable indicating the presence of disease. The second dataset is
the union of the Cleveland, Hungarian, and Statlog cohorts (hereafter Cleve.+Hung.+Statlog); it consists of 1190
records with 11 attributes. The two datasets overlap on 11 features: age, sex, chest pain type, resting blood
pressure, serum cholesterol, fasting blood sugar, resting electrocardiographic results, maximum heart rate,
exercise-induced angina, ST depression (oldpeak), and the slope of the ST segment. Table I summarizes the
sources of these datasets.

Table I. Summary of the two heart disease datasets

Dataset Records Disease Healthy
Cleveland (UCI) 303 165 138
Cleve.+Hung.+Statlog 1190 629 561

B. Preprocessing and Harmonization

Because the two datasets are independently compiled, their encodings are not strictly identical, requiring two
kinds of preprocessing. First, since chest pain type is coded from 1 to 4 in the merged set and from 0 to 3 in the
UCI Cleveland set, we shift the former by -1 so that both range from 0 to 3. Second, while the Cleveland set codes
ST segment slope from 0 to 2, the combined set encodes this feature from 0 to 3, so we clipped the data to the
range [0, 2]. Since negative oldpeak values, present only in the merged set, have no clinical significance, we set
them to 0. No records were discarded, and every numerical feature was standardized by subtracting the mean
and dividing by the standard deviation; all statistics are computed on the training set for each experiment so as
not to leak information into the test set.

C. Classifiers

We compared five classifier types: logistic regression (a linear baseline), k-nearest neighbors (k = 7), a support
vector machine with a radial basis kernel, a random forest (300 trees), and XGBoost (300 shallow trees with a
learning rate of 0.1). All classifiers are embedded in a pipeline together with the standardizer.
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D. Evaluation Protocol

Two protocols were used. For in-dataset assessment, we performed stratified 5-fold cross-validation and
averaged accuracy, precision, recall, F1 score, and area under the ROC curve across folds. For cross-dataset
assessment, each model was trained on the entire first dataset and tested on the entire second (and vice-versa),
considering only the 11 harmonized, overlapping features. This latter procedure, typically omitted in prior
work, is the focus of this study.

IV. RESULTS
A. Within-Dataset Performance

Model behavior on the merged set matched literature expectations: random forest was the highest-scoring
model at 92.86% accuracy, with an F1 of 93.29 and an AUC of 96.73. XGBoost was second at 90.42%, while the
support vector machine reached 86.64%. Both instance- and linear-based baselines exceeded 83%. On the
Cleveland set, using all 13 features, logistic regression produced the highest accuracy at 84.16%, and random
forest produced the highest AUC at 90.59. These figures are consistent with higher values reported across the
literature and are shown in Table II for the merged set.

Table II. Within-Dataset Results (Merged Set, 5-Fold CV, %)

Classifier Acc Prec Rec F1 AUC
Logistic Reg. 83.78 84.17 85.37 84.75 90.93
k-NN 84.62 85.46 85.53 85.48 91.83
SVM 86.64 85.75 89.66 87.64 93.44
Random Forest 92.86 92.81 93.80 93.29 96.73
XGBoost 90.42 91.47 90.30 90.88 95.48

B. Cross-Dataset Performance

Once the models were tested on the dataset opposite to the one on which they were trained, performance
changed drastically. Table III shows results in both directions. The best model trained on the combined set and
tested on Cleveland achieved 54.13% accuracy, with most other models falling between 33% and 49%. Training
on Cleveland and testing on the combined set performed similarly poorly, yielding 30-40% accuracies and AUC
values below 0.35. Several results on this test set fall below 0.5 AUC, indicating that the models fail to rank
patients correctly. Fig. 1 compares within-dataset and cross-dataset accuracy, illustrating the magnitude of the
drop.

Table III. Cross-Dataset Results (External Test, %)

Classifier Comb.—Clew. Comb.—Clew. Clev.»Comb. Clev.»Comb.
Acc AUC Acc AUC
Logistic Reg. 48.84 53.32 38.82 32.18
k-NN 54.13 50.51 42.18 33.50
SVM 43.56 38.79 44.20 24.60
Random Forest 45.21 41.47 37.65 17.71
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Fig. 1. Within-dataset versus cross-dataset accuracy for each classifier. Every model loses roughly half its
accuracy when tested on an external source.

C. Feature Importance

We examined feature importances for the random forest trained on the merged dataset. As expected, ST
depression, slope of the ST segment, maximum heart rate, chest pain type, cholesterol, and age were the most
important features. These are all well-established medical factors used in predicting cardiac risk. This result
shows that within-dataset models do learn genuine relationships within their training data rather than
exploiting random chance; the problem lies in their lack of transferability to external datasets.
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Fig. 2. Random forest feature importance on the merged dataset. The leading features align with known cardiac
risk factors.

V.  DISCUSSION

The discrepancy observed is large, consistent, and symmetrical, and therefore cannot be attributed to a
peculiarity of a particular split or direction. Two explanations present themselves. The first is encoding: after
harmonization, features such as ST slope and chest pain type were not coded on identical scales across the two
datasets, so what the model has learned does not correspond to the same meaning under another coding
scheme. The second is population shift: the merged dataset includes patients from Statlog, Hungary, and
Cleveland, who have different age and risk-factor profiles, so the statistical relationship between a feature and
the outcome differs across populations.
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Neither cause is exotic. They are precisely the kinds of differences a model would encounter when moved from
the hospital in which it was built to any other. The result is therefore relevant well beyond these two datasets. A
quoted accuracy of 93% invites readers to imagine strong clinical utility, but in this case the trained model
performs no better than random chance once a shift occurs. Cross-validation on a single dataset can only ever
represent fit, not clinical readiness.

The practical implication is that external validation, rather than cross-validation, should become the default
evaluation procedure. A cross-validated score on one dataset conveys less information than a lower accuracy
obtained on external data. Common standards for data definition would also help, since much of the encoding-
driven discrepancy could be eliminated.

VI. CONCLUSION

We set out to determine whether, and to what extent, the high accuracies reported for heart disease machine
learning models hold up when faced with data of unknown provenance; they do not. The same five widely-used
classifiers, trained on each data source and achieving accuracy up to 93%, reach only about 45% accuracy —
and sometimes lower — when evaluated on unseen data from either direction. The within-source models do
learn clinically plausible features, but these relationships are not robust to shifts in data source. We recommend
methods developed specifically for transfer rather than fit, such as domain adaptation, multi-source training on
pooled data, or calibration using a small number of points from the target site, paired with explainability
measures that illustrate why a model considers a prediction likely. Above all, we urge authors to perform and
report external validation routinely and by default.
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