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ABSTRACT

Conventional IP networks bind control logic to individual forwarding devices, which limits network-wide
visibility and slows adaptation to changing traffic conditions. Software-Defined Networking (SDN) addresses
this limitation by separating the control plane from the data plane and centralizing network intelligence in a
programmable controller. This paper presents an empirical evaluation of SDN-based traffic engineering using a
Mininet-emulated test-bed of OpenFlow switches managed by the POX and ONOS controllers. Flow-based
routing, controller-driven load balancing, and threshold-triggered congestion control were implemented and
benchmarked against a topology-equivalent traditional network that relies on static routing and the Spanning
Tree Protocol. Across three traffic-load conditions, a simulated link-failure event, and a multi-path routing
scenario, the SDN-enabled network delivered consistently higher throughput, lower latency and jitter, and
markedly better packet delivery during failure recovery. The throughput advantage grew from roughly 8% at
low load to roughly 69% at high load, while packet delivery during the failure window rose from 41% under the
traditional configuration to 88% under SDN control. These findings support SDN as a practical architecture for
building agile, resilient network infrastructure for cloud, data-centre, and next-generation communication
environments, while also surfacing trade-offs around controller placement and flow-table scale that merit
continued study.

Keywords: Software-Defined Networking, OpenFlow, Mininet, POX, ONOS, Traffic Engineering, Load Balancing,
Congestion Control, Network Performance.

I. INTRODUCTION
1.1 Background and Motivation

The proliferation of connected devices, cloud platforms, and bandwidth-hungry applications has outpaced the
capabilities of conventional network architectures. In a traditional IP network, each router or switch
independently derives its forwarding behaviour from protocols such as OSPF, BGP, or the Spanning Tree
Protocol. This distributed design has been reliable for decades, but it also produces rigid, device-by-device
configuration, dependence on vendor-specific hardware, and sluggish response to shifting traffic patterns.
Software-Defined Networking (SDN) reorganizes this model by lifting control logic out of individual devices and
consolidating it in a centralized, programmable controller that communicates with switches through an open
southbound interface such as OpenFlow. With a single, network-wide view of state, an SDN controller can
compute routing and load-balancing decisions that are difficult or impossible for distributed protocols to reach,
which is increasingly valuable as data centres and enterprise networks adopt virtualization and real-time
services.

This shift is not purely academic. Hyperscale data centres, telecom operators building out 5G core and access
networks, and enterprises consolidating branch connectivity have all adopted some form of centralized,
software-driven control over the past decade, precisely because manual, box-by-box configuration does not
scale to networks with thousands of switches and constantly shifting demand. Understanding how much of the
reported performance benefit is attributable to the SDN architecture itself, as opposed to the specific
algorithms layered on top of it, is therefore useful both for practitioners deciding how aggressively to adopt
SDN and for researchers designing the next generation of controller-level traffic-engineering algorithms.
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1.2 Problem Statement

Because traditional forwarding devices lack a global view of network state, they cannot make globally optimal
decisions about routing or load distribution. Congestion and link failures are therefore handled reactively, often
through slow, manual reconfiguration, which degrades performance precisely when the network is under the
most stress. This work investigates whether the centralized, programmable control offered by SDN can
proactively manage traffic, spread load across multiple paths, and sustain acceptable performance under
adverse conditions, and quantifies the resulting gains relative to a traditional baseline.

1.3 Objectives and Scope

The study pursues five objectives: (i) design an SDN-enabled network for optimized traffic management; (ii)
evaluate performance using throughput, latency, jitter, and packet delivery ratio; (iii) assess the effectiveness of
SDN-based routing, load balancing, and congestion control; (iv) compare SDN and traditional configurations
under identical traffic scenarios; and (v) surface the practical trade-offs of SDN adoption. The scope is confined
to simulation-based evaluation using Mininet with OpenFlow-enabled virtual switches; hardware deployment,
wide-area testing, and security analysis of the control plane are treated as directions for future work rather
than part of the present evaluation.

1.4 Significance of the Study

Beyond quantifying SDN's performance advantage, this work offers a reproducible, end-to-end test-bed design
that couples flow-based traffic management, load balancing, and congestion control within a single controlled
environment. The methodology and metrics reported here are intended to be useful to network architects and
data-centre operators evaluating a transition from traditional to software-defined infrastructure, as well as to
researchers seeking a baseline against which further controller-level algorithms — including predictive,
machine-learning-driven traffic engineering — can be benchmarked.

II. LITERATURE REVIEW

1. Zhang et al. (2025) investigated advanced Software-Defined Networking (SDN) architectures for efficient
traffic management in large-scale and dynamic network environments. Their research focused on intelligent
routing, controller optimization, multi-path communication, and real-time network monitoring approaches.
The study concluded that adaptive SDN frameworks can improve scalability, reliability, and performance in
future communication networks.

2. Patel et al. (2024) explored recent advancements in SDN-based traffic optimization using intelligent
algorithms and automated network control mechanisms. Their study analyzed techniques for improving
bandwidth utilization, reducing congestion, and enhancing network adaptability under changing traffic
conditions. The authors emphasized that Al-enabled SDN solutions provide promising opportunities for next-
generation network management.

3. Kumar et al. (2023) evaluated SDN-based load balancing approaches for improving performance in
networks with varying traffic demands. Their research examined dynamic flow allocation, congestion
avoidance, and resource optimization techniques. The findings showed that adaptive load balancing improves
throughput, reduces delay, and enhances overall network efficiency.

4. Akyildiz et al. (2022) studied the role of programmable network architectures in supporting future
communication technologies such as 5G and IoT. Their research discussed automation, scalability, intelligent
control, and flexible resource management using SDN principles. The authors identified SDN as a fundamental
technology for building highly adaptive and software-driven networks.

5. Sharma et al. (2021) investigated machine learning-based techniques for improving traffic management in
Software-Defined Networks. Their research focused on predictive routing, traffic classification, congestion
detection, and intelligent resource allocation. The study demonstrated that combining SDN with artificial
intelligence can improve decision-making and network performance.
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III. RESEARCH METHODOLOGY

The study follows a quantitative, experimental design: rather than relying on theoretical analysis alone, a
working SDN test-bed was built and empirical performance data were collected under controlled, repeatable
traffic conditions, allowing a like-for-like comparison against a traditional network.

3.1 Test-bed and Tools

The experimental topology was built with Mininet's Python API as a three-switch, six-host network (Figure
3.1), with each switch serving two hosts and an additional redundant link between S1 and S3 to enable multi-
path and failover testing. The SDN controller connects to each switch out-of-band over a dedicated control-
plane channel, shown as dashed lines in the figure, while solid lines represent data-plane links carrying actual
traffic. For the traditional baseline, the identical physical topology was retained, but forwarding relied on static
routing tables and the Spanning Tree Protocol rather than a centralized controller, isolating the control
mechanism as the only variable between the two configurations.

Mininet-Based SDN Test-bed Topology

SDN
Controller

= Data-plane link = = Control-plane link Redundant path (S1-S3)

Figure 3.1. Mininet-based SDN test-bed topology used for the evaluation.
Table 3.1. Simulation tools used in the study.

Tool / Platform Role in the Study
Mininet 2.3.x Emulates hosts, switches, and links for both configurations
OpenFlow v1.3 Southbound protocol for controller-switch communication
POX Lightweight controller for prototyping routing/load-balancing logic
ONOS 2.7 Production-grade controller for scalability and multi-path tests
iperf3 Generates TCP/UDP traffic to measure throughput and jitter
ping / hping3 Measures round-trip latency between hosts
Python 3.10 Automates topology creation, statistics collection, and logging

3.2 Traffic Scenarios and Metrics

Three scenarios were evaluated: high traffic load, created by running multiple simultaneous iperf3 sessions to
saturate available bandwidth; a link-failure scenario, in which an active data-plane link was disabled mid-
session to observe failover behaviour; and a multi-path routing scenario, in which traffic was distributed across
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the redundant path to assess aggregate throughput gains. Performance was quantified using throughput
(Mbps), round-trip latency (ms), jitter (ms), packet delivery ratio (%), and controller response time (ms) — the
interval between a table-miss event and the corresponding flow-rule installation. Each scenario ran for 300
seconds and was repeated five times, with the mean of the five runs reported in Section 5.

3.3 Validity and Reliability

To keep the comparison internally valid, both configurations were run on identical hardware, using the same
topology, the same traffic patterns, and the same measurement windows, with only the control mechanism —
centralized SDN controller versus static routing with STP — varied between them. Flow and port statistics were
polled from the controller's REST API and written to CSV files at fixed two-second intervals, while latency and
jitter were captured independently using ping and iperf3's UDP mode. Repeating each scenario five times and
reporting the mean reduces the influence of transient measurement noise on the reported figures; all data
reduction and chart generation used Python's pandas and matplotlib libraries.

IV.  SYSTEM DESIGN AND IMPLEMENTATION

The controller logic was organized into three cooperating modules. A topology-discovery module builds a live
graph of the network using LLDP-based link discovery. A routing module computes forwarding paths with
Dijkstra's shortest-path algorithm, weighted by current link utilization rather than hop count alone. A flow-
installation module translates the resulting paths into OpenFlow flow-mod messages on the relevant switches.
When a switch receives a packet that matches no existing flow entry, it forwards the packet header to the
controller as a packet-in event; the routing module then computes a path and installs matching flow entries so
that subsequent packets in the same flow are forwarded directly by the switches, keeping controller
involvement — and added latency — limited to the first packet of each flow.

Load balancing works by periodically polling port statistics from each switch to estimate real-time link
utilization; when a new flow has more than one candidate path, the controller selects the path with the lowest
weighted combination of hop count and utilization rather than defaulting to the shortest path. Congestion
control extends this visibility by continuously watching queue occupancy and latency on active links; once
utilization on a flow's path exceeds 80% of link capacity, the controller recomputes an alternate path for a
subset of the affected flows and installs updated flow entries before losses accumulate. Table 4.1 shows a
representative set of flow rules for a single flow between H1 and H4, including the higher-priority rule used to
reroute the flow after congestion or failure is detected.

Table 4.1. Representative OpenFlow rule set for a single flow.

’ Switch Match Fields Action Priority ‘
S1 src=10.0.0.1, dst=10.0.0.4, in_port=1 output: port 3 (S1-S2 link) 100

‘ S2 src=10.0.0.1, dst=10.0.0.4, in_port=1 output: port 2 (to H4) 100 ‘
S1 . .

(reroute) src=10.0.0.1, dst=10.0.0.4, in_port=1 output: port 4 (S1-S3 alt. link) 110

‘ * table-miss (no match) send packet-in to controller 0 ‘

In practice, this means the first packet of every new flow incurs one round trip to the controller — the packet-in
and flow-mod exchange — while every subsequent packet in that flow is switched entirely in the data plane.
This design keeps steady-state forwarding latency close to that of a traditional switch while still allowing the
controller to revise a flow's path mid-life if utilization data indicates a better route has become available.
Redundancy is handled in the same framework: the secondary S1-S3 link is not used by default, but becomes an
active candidate path the moment the routing module's cost calculation favours it, whether because of a
primary-link failure or because congestion has pushed the primary path's weighted cost above the alternative.
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For the traditional baseline, the same topology was retained but forwarding relied on static routes and
Spanning Tree Protocol loop prevention rather than a controller, so the baseline carries none of the centralized
visibility or dynamic path selection available to the SDN configuration. A Python monitoring script automated
traffic generation, polled flow and port statistics from the controller's REST API every two seconds, and logged
results to CSV for analysis, giving a consistent, repeatable pipeline across all runs.

V.  RESULTS AND PERFORMANCE ANALYSIS
5.1 Throughput, Latency, and Jitter

Table 5.1 reports average throughput and latency for both configurations across three load levels. The
performance gap widens sharply as load increases: the SDN-enabled network sustains roughly 69% higher
throughput than the traditional network under high load, driven by the controller's ability to spread flows
across multiple paths instead of relying on a single statically computed route. Latency and jitter follow the same
pattern, with SDN's congestion-aware path selection avoiding heavily utilized links and keeping delay variation
low — a property that matters particularly for real-time traffic such as voice and video.

Table 5.1. Throughput and latency comparison across traffic-load levels.

Traffic Load Trad. Throughput SDN Throughput Trad. Latency | SDN Latency
(Mbps) (Mbps) (ms) (ms)
Low 85 92 22 15
Medium 68 84 38 24
High 42 71 65 39
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Traditional Traditional
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Figure 5.1. Throughput and latency of the SDN-enabled versus traditional network across load levels.
5.2 Failure Recovery and Multi-Path Routing

The link-failure scenario shows the largest gap between the two configurations. During the 15-second recovery
window immediately after failure, packet delivery under the traditional network — dependent on Spanning
Tree Protocol reconvergence — fell to 41%, while the SDN-enabled network, benefiting from controller-
triggered rerouting, held delivery at 88% and returned to near-baseline performance considerably faster
(Table 5.2). In the multi-path scenario, splitting traffic between H1 and H4 across the direct and redundant
paths raised aggregate throughput to roughly 94 Mbps, about 32% above the 71 Mbps achievable over the
traditional network's single active spanning-tree path.
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Table 5.2. Packet delivery ratio (PDR) before, during, and after simulated link failure.

Time Interval Traditional PDR (%) SDN-Enabled PDR (%)
Before failure (0-60s) 98 99
During recovery (60-75s) 41 88
After recovery (75-300s) 96 99

5.3 Controller Response Time

ONOS recorded a lower average and 95th-percentile flow-installation time than POX (Table 6), consistent with
its orientation toward production-scale deployment, while POX's simplicity kept it convenient for early-stage
prototyping of the routing and load-balancing logic.

Table 5.3. Controller flow-installation response time.

Controller Average Response Time (ms) 95th Percentile (ms)
POX 4.8 9.6
ONOS 3.1 6.4

5.4 Implementation Observations

A few practical issues surfaced during implementation and are worth noting for anyone replicating this test-
bed. Occasional TCP connection resets between Mininet switches and the ONOS controller were resolved by
lengthening the OpenFlow keep-alive interval. Under a large number of concurrent flows, flow-table size limits
on the emulated switches required idle-timeout eviction of stale entries to avoid table exhaustion. Finally,
keeping iperf3 traffic generation, statistics polling, and the injected link failure precisely aligned in time
required custom scripting with Python's subprocess and threading modules, since even small timing drift can
distort short-window measurements such as the failure-recovery packet delivery ratio.

Overall, the SDN-enabled network outperformed the traditional baseline on every metric evaluated, with the
advantage most pronounced under high load and during failure recovery. This is attributable to three factors:
centralized visibility of network-wide state, which supports globally informed routing; controller-driven load
balancing across multiple paths rather than a single static route; and faster failure detection and rerouting
compared with distributed convergence protocols such as STP. The results also point to trade-offs — the
controller is a potential single point of failure and scalability bottleneck, and flow-table timeouts must be tuned
carefully as the number of concurrent flows grows.

VI. CONCLUSION

This paper presented an empirical, simulation-based evaluation of SDN-based traffic management using a
Mininet test-bed with POX and ONOS controllers, benchmarked against a topology-equivalent traditional
network. Across varying traffic loads, a simulated link failure, and a multi-path routing scenario, the SDN-
enabled network achieved consistently higher throughput — from about 8% above the traditional network at
low load to about 69% at high load — along with lower latency and jitter, a markedly higher packet delivery
ratio during failure recovery (88% versus 41%), and roughly 32% higher aggregate throughput when multiple
paths were used concurrently. ONOS showed faster flow-installation response than POX, reflecting its
production-oriented design, while POX remained useful for rapid prototyping.
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