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ABSTRACT

Fraudulent job advertisements on online recruitment platforms pose a growing threat to job seekers, resulting
in financial loss, identity theft, and misuse of personal data. Manual screening and simple keyword-based filters
are inadequate against fraudsters who continually vary posting language, motivating the need for an automated
detection approach. This paper presents a combined Natural Language Processing (NLP) and Machine Learning
(ML) framework for classifying job postings as fake or genuine. Raw text is cleaned, tokenized, stripped of stop-
words, and lemmatized, and the resulting text is represented numerically using TF-IDF and Word2Vec to
capture both term-frequency statistics and semantic context. Four supervised classifiers — Naive Bayes,
Support Vector Machine (SVM), Logistic Regression, and Decision Tree — are trained and evaluated on the
Employment Scam Aegean Dataset (EMSCAD), comprising 17,880 postings (866 fake, 17,014 genuine). SVM
achieves the best performance, with 97.96% accuracy and a Macro-F1 score of 0.9395, outperforming Logistic
Regression (97.23%), Decision Tree (96.81%), and Naive Bayes (96.40%). The trained SVM model is deployed
through a Django-based web application that classifies a submitted job description as Fake or Genuine in real
time, offering recruitment platforms and individual job seekers a practical, lightweight first-line screening tool.

Keywords: Fake Job Detection, Natural Language Processing, Machine Learning, TF-IDF, Word2Vec, Support
Vector Machine.

I. INTRODUCTION

Online recruitment platforms such as LinkedIn, Naukri, Indeed, and Glassdoor have become the primary
channel through which employers and job seekers connect, simplifying hiring in today’s labour market. This
broad reach, however, has also created an opening for fraudulent actors. Rather than advertising genuine
vacancies, scammers post fake listings to harvest personal information, extract money through bogus
registration or processing fees, or commit identity theft. Job seekers are frequently drawn in by professional-
looking postings and gradually persuaded to disclose sensitive details such as bank account numbers and
identification documents. The consequences extend beyond direct financial loss, often leaving victims with
lasting psychological harm and reduced trust in online job platforms.

Responsibility for identifying fraudulent postings currently rests mainly with manual content moderators and
basic keyword-based filters, both of which have notable shortcomings. Manual moderation, while thorough in
principle, is slow and resource-intensive, making it impractical given the volume of postings submitted daily
across major platforms. Keyword-matching filters rely on fixed terms or patterns and are comparatively easy to
circumvent, since fraudsters need only reword a listing slightly to avoid detection. Consequently, a substantial
number of scam postings continue to go unnoticed, leaving job seekers exposed. What is lacking is not historical
job-posting data — large labelled corpora already exist — but a reliable, automated system capable of flagging
suspicious postings as soon as they appear.

This work addresses that gap by applying NLP and ML to automatically classify a job posting as “Fake” or
“Genuine” from its textual content alone. The proposed pipeline combines comprehensive text preprocessing;
feature extraction through both TF-IDF and Word2Vec to capture statistical and semantic properties of the text;
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and four supervised classifiers — Naive Bayes, SVM, Logistic Regression, and Decision Tree — trained and
compared to identify the most accurate and reliable model. The best-performing classifier is then integrated
into a Django-based web application, giving users a fast and accessible way to verify the legitimacy of a job
posting in real time.

Objectives and Contributions

The specific objectives of this work are to:

¢ Assemble and pre-process a labelled dataset of genuine and fraudulent job postings;
e Convert cleaned text into numerical features using tf-idf and word2vec;

e Ttrain and evaluate four supervised classifiers — naive bayes, svm, logistic regression, and decision tree —
using accuracy, precision, recall, and f1-score;

« Identify the best-performing model for this task; and

¢ Deploy the selected model as a real-time, web-based screening tool using django.
II. LITERATURE REVIEW

Research into online recruitment fraud emerged in the mid-2010s as job portals became the dominant hiring
channel. Early studies focused on characterising the linguistic and structural properties of fraudulent postings
and on constructing the first labelled datasets for analysis; later work has applied increasingly sophisticated
NLP and machine-learning techniques to improve detection accuracy.

Existing approaches can be broadly grouped into two categories. Rule-based systems flag postings that contain
particular suspicious terms or patterns; they are simple to implement but rigid and easy to circumvent by
rewording. Machine-learning systems, by contrast, learn to distinguish fraudulent from legitimate postings
directly from labelled examples and, particularly when combining TF-IDF or word-embedding features with
classifiers such as SVM, Naive Bayes, or ensemble methods, have consistently shown higher accuracy and better
adaptability to evolving fraud patterns.

The EMSCAD dataset used in this study was first introduced by Vidros et al. [1], who demonstrated that
automated fraud detection on job postings was a viable strategy. Building on this benchmark, Amayri et al. [2]
investigated deep-learning-based embeddings, while Ahmed et al. [3] and, separately, Singh and Sharma [4]
showed that combining TF-IDF with ensemble classifiers, and with SVM respectively, yields strong detection
performance. Kumar et al. [5] further reported that ensemble techniques such as Random Forest can
outperform individual classifiers on this task.

Across this body of work, two limitations recur: existing systems struggle with the informal language and
domain-specific vocabulary typical of job postings, and few operate as real-time, user-facing screening tools
rather than offline batch classifiers. The present study responds to both gaps by combining complementary
feature representations (TF-IDF and Word2Vec) with a systematic comparison of four classifiers, and by
deploying the resulting model as an interactive, real-time web application.

II1. METHODOLOGY
A. Dataset

This study uses fake_job_postings.csv, commonly known as the Employment Scam Aegean Dataset (EMSCAD),
obtained from Kaggle. The dataset comprises 17,880 real-world job postings, each described by 18 attributes
including job title, company profile, description, requirements, and benefits, of which 866 postings (4.8%) are
labelled fraudulent and 17,014 (95.2%) genuine. This pronounced class imbalance mirrors the real-world
scam-detection setting and motivates the use of evaluation metrics beyond plain accuracy.

B. Text Preprocessing

Raw job-posting text was cleaned by removing URLs, HTML tags, punctuation, and other special characters. The
cleaned text was then tokenized, stripped of stop-words, and lemmatized to standardize vocabulary and reduce
sparsity prior to feature extraction.
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C. Feature Extraction

Preprocessed text was converted into numerical features using two complementary representations: TF-IDF,
which weights terms by their statistical importance across the corpus, and Word2Vec embeddings, which
capture semantic and contextual relationships between words. Combining both representations allows the
classifiers to draw on surface-level word-frequency patterns as well as deeper semantic structure within job
postings.

D. Classification Models

Four supervised classifiers were trained on the extracted features: Naive Bayes, which applies Bayes’ theorem
to word-probability distributions; Support Vector Machine (SVM), which identifies the optimal hyperplane
separating fake from genuine postings; Logistic Regression, a linear model producing interpretable probability
estimates; and Decision Tree, which constructs interpretable, tree-structured decision paths. Models were
trained using an 80/20 train-test split.

E. Evaluation Metrics

Because the dataset is heavily imbalanced, classifiers were evaluated using Accuracy, Precision, Recall, and F1-
Score for each class, together with the Macro-F1 score, which averages per-class F1 scores without weighting
by class frequency and therefore better reflects performance on the minority (fake) class.

F. Experimental Setup

Model development was carried out in Python 3.x using Pandas and NumPy for data handling, NLTK for
tokenization, stop-word removal, and lemmatization, Scikit-learn for TF-IDF vectorization, classifier training,
and evaluation, and Gensim for Word2Vec embeddings. Matplotlib was used to visualize model comparisons.
The trained model and vectorizer were serialized with joblib and loaded into a Django backend, which serves
live predictions through an HTML/CSS/JavaScript front end backed by SQLite.

IV.  MODELING AND ANALYSIS

The deployed system follows a linear pipeline: a raw job posting is cleaned, converted into a numeric feature
vector, classified, and a verdict is returned to the user. Training data is drawn from EMSCAD, while postings
submitted for inference are supplied by the user through the web interface; both pass through the same
cleaning and feature-extraction stages so that training and inference remain consistent. Figure 1 illustrates this
architecture.

Model Training /
Inference
(NB, SVM, LR, DT)

Prediction
Fake / Genuine

Input Text Feature Extraction
Job Posting Preprocessing (TF-IDF / Word2Vec)

Figure 1: System architecture of the proposed fake-job-detection pipeline.
Table 1 summarizes the role of each classifier used in the comparative study.

Table 1. Summary of feature-extraction and classification algorithms used.

Algorithm Type Description
) Converts job-description text into numeric feature vectors,
TF-IDF Feature Extraction o e .
weighting terms by their significance relative to the corpus.
Applies Bayes’ theorem to classify postings from word-
Naive Bayes Probabilistic Classifier PP . y . yp ) &
probability distributions; fast and effective for text data.
SVM Optimal-Hyperplane Identifies the boundary that best separates fake from
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Classifier genuine postings; the top performer among the four models.
Logistic A lightweight linear model producing interpretable

Linear Binary Classifier

Regression probability estimates for binary classification.
. Tree-Structured Constructs interpretable decision paths and handles
Decision Tree o . . . .
Classifier nonlinear relationships effectively.

The best-performing classifier (Section V) is exposed to end users through a Django web application: a user
submits a job description, the application passes it through the same cleaning and feature-extraction pipeline
used in training, applies the trained model, and returns a Fake/Genuine label in real time.

V.  RESULTS AND DISCUSSION

® Fake Job Prediction System

NLP & Machine Leaming Based fraud Detection

= Enter Job Posting Details

Job Description / Requirements / Company Profile

Figure 2: Django Web Application Home Page.

® Fake Job Prediction System

NLP & Machine Leaming Based Fraud Detection

» Enter Job Posting Details

Job Description / Requirements / Company Profile
Job Title
Work From Home Data Entry Executive
Company

Bright Future Solutions Pvt. Ltd.

® Predict Job

FAKE JOB

Confidence: 97.2%
Model Useck SVM

£ What influenced this decision
» Pushed toward FAKE 5 Pushed toward GENUINE
workhome  dataentry entry  per  eam workinghour  permonth  tile  payment

workhour  condidate  hour  id

Figure 3: Prediction Result for a Submitted Job Posting.
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All four classifiers were evaluated on the held-out 20% test split (3,577 postings: 173 fake, 3,404 genuine).
Table 2 reports per-class Precision, Recall, and F1-Score together with the Macro and Weighted averages where
available from the underlying experiments.

Table 2. Per-class classification performance of the four models on the EMSCAD test split.

Model Class Precision Recall stl-'e Support
Naive Bayes Fake (1) 0.8412 0.7634 0.8004 173
Genuine (0) 0.9720 0.9825 0.9772 3404
Macro Avg 0.9066 0.8729 0.8888 3577
SVM Fake (1) 0.9214 0.8613 0.8903 173
Genuine (0) 0.9855 0.9919 0.9887 3404
Macro Avg 0.9534 0.9266 0.9395 3577
Logistic Regression Fake (1) 0.8912 0.8324 0.8608 -
Genuine (0) 0.9802 0.9879 0.9840 -
Macro Avg 0.9357 0.9101 0.9224 -
Decision Tree Fake (1) 0.8204 0.8092 0.8147 -
Genuine (0) 0.9782 0.9814 0.9798 -
Macro Avg 0.8993 0.8953 0.8973 -
Table 3 and Figure 2 summarize overall model performance in terms of Accuracy and Macro-F1.
Table 3. Overall model comparison (Accuracy and Macro-F1).
Model Accuracy Macro-F1
Naive Bayes 96.40% 0.8888
SVM 97.96% 0.9395
Logistic Regression 97.23% 0.9224
Decision Tree 96.81% 0.8973

Among the four classifiers, SVM achieved the strongest overall result, with 97.96% accuracy and a Macro-F1 of
0.9395, ahead of Logistic Regression (97.23%, 0.9224), Decision Tree (96.81%, 0.8973), and Naive Bayes
(96.40%, 0.8888). Because the dataset is dominated by genuine postings, Macro-F1 — which weights the
minority “fake” class equally with the majority class — is the more informative indicator of a model’s ability to
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catch fraudulent listings, and SVM’s advantage on this metric (0.8903 F1 on the fake class alone) suggests it
generalizes better to the linguistic cues associated with fraudulent intent than the other models tested. This is
broadly consistent with prior work reporting that SVM combined with TF-IDF features performs strongly on
this category of binary text-classification problem [3]. Naive Bayes, while fast, showed the largest gap between
its overall accuracy and its fake-class recall (0.7634), indicating a higher tendency to miss fraudulent postings
— an important consideration given that false negatives are the costlier error type in this application. Decision
Tree offered comparable accuracy to Naive Bayes with the added benefit of interpretable decision paths, which
may be valuable when a platform needs to explain a flagged decision to a human reviewer. On the basis of these
results, SVM was selected for deployment in the Django-based screening application.

100.0 A

97.96
96.81

Score (%)

B Accuracy (%)
I Macro-F1 (%)

Naive Bayes SVM Logistic Decision Tree
Regression

Figure 4: Accuracy and Macro-F1 comparison across the four classifiers.
VI. CONCLUSION

This paper presented an NLP- and machine-learning-based system for distinguishing fake job postings from
genuine ones. By combining text preprocessing, TF-IDF and Word2Vec feature extraction, and a comparison of
four supervised classifiers, the system achieved strong classification performance on the EMSCAD dataset, with
SVM delivering the best result — 97.96% accuracy and a Macro-F1 score of 0.9395. Deploying the selected
model through a Django web interface shows that the approach can provide real-time, accessible predictions to
job seekers, making it a practical tool for reducing exposure to online recruitment fraud.

The present system classifies postings using description text alone. Several directions could extend this work:
incorporating job-posting URLs alongside text, using web-scraping to extract additional page-level content and
identify suspicious domain patterns, combining URL-based and text-based features to improve prediction
accuracy, and exploring deep-learning and transformer-based models such as BERT to further improve
accuracy and robustness.
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